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Introduction
In this study, we enter the debate on cultural evolution of religion to explore the polarizing
topic of the emergence of moralizing religions in a case study oriented on the region of
historical Greece in the broader context of the Ancient Mediterranean. There are two
contrasting positions in this debate, both touching the period and region of question in their
arguments, thus providing testable scenarios. The first position, represented mainly by the
proponents of the so-called Affluence Hypothesis (AH), is that the emergence of religious
systems emphasizing morality is closely tied to societal developments towards increased
economic prosperity and affluence of the population occurring during the so-called Axial Age
(Baumard et al., 2015). Baumard et al. construct their arguments based on the Life History
Theory (LHT), a branch of evolutionary biology focusing on how organisms allocate their
resources in response to environmental clues (Stearns, 1992), and propose that in more stable
and affluent environments the behavioral preferences of the population steer towards
long-term, prosocial and moralizing goals, which, in turn, resonates also in the religious
sphere. On a spatial-temporal scale, the proponents of AH observe the emergence of
moralizing religions between approximately 500-300 BCE in three distinct geographical
regions (Yangtze and Yellow River Valleys, the Eastern Mediterranean, and the Ganges
Valley) and conclude, based on statistical results, that the predictor is development in
economic prosperity. In case of Greece, Baumard et al. argue that, “self-discipline and ascetic
doctrines, combined with a moral outlook, appeared in Greek city-states in the late fifth
century BCE.” (Baumard et al., 2015, p. 2). On the other hand, the counterargument to this
position in the debate is that morality in religions became largely developed in relation to
increases in social complexity, particularly at the level of state-level societies (Norenzayan,
2015). This argument is part of the Big Gods hypothesis (BG) that defines Big Gods as caring
about cooperation, rewards, punishments and able to monitor all behavior constantly (Shariff
et al., 2010), and claims that Big Gods prevailed in religions only later, especially in the
modern world religions such as Christianity, Islam, and Hinduism (Purzycki et al., 2016).
Another group of scholars that are argumentionally relatively close to the proponents
of BG hypothesis question the validity of the AH from slightly different angle. They too put
an emphasis on the social complexity as the driver of cultural innovation but instead of the
emergence of Big Gods or moralizing religions, they identify collective ritual practices as the
crucial innovation in the formation of collective identities and social institutions.

Representatives of this argument, Daniel A. Mullins and his colleagues, challenged the notion
of the Axial Age as the time of significant cultural change by macrohistorical comparisons of
different historical regions (with emphasis on Greece, Israel-Palestine, Iran, India, and China)
using the Seshat Database. The authors concluded that “there is no obvious change over time,
belying the notion that the first appearance of, or at a least dramatic increase in, the moral
force of ideological precepts came about with the novel philosophical and religious traditions
that emerged during the first millennium BCE”. In regard to the situation in Greece, Mullins
et al. directly oppose AH and argue that “universalizing, moralizing ideological traditions
and their cultural and institutional manifests did not emerge in Greece during the traditional
bounds of the Axial Age (800 BCE to 200 BCE)”, and further add that there is no evidence
for emphasis on morality placed within Greek religious ideology, and finally, that the Greek
gods “were certainly not omniscient and, crucially, did not much care about what Greek
people did from a moral standpoint, provided only that they continued to participate in the
proper rituals. Nor was there any widespread punishment for moral transgressions” (Mullins et
al., 2018, SI, p. 1). In the book Seshat History of the Axial Age, Jenny Reddish and Franco De
Angelis in their assessment of egalitarian and universalizing ideologies in the ancient
Mediterranean basin reach similar conclusions. They argue that despite the existence of such
ideologies in the philosophical schools of Classical Greece, their spread was socially limited
(mainly to adult-male citizens) and short-lived as the Hellenistic period brought the idea of
god kings (basileus) with absolute authority, and that this concept was later revived again in
the Roman Empire. Reddish and De Angelis repeat Mullins’ thesis that the world of the
Olympian deities lacks absolute power and moral good and conclude that “there was no
systematic “turn” during the Classical period that saw any meaningful or lasting
implementation of truly universal morality” (Reddish & De Angelis, 2019) .
The views represented by Mullins and his colleagues, are, however, not entirely
alligned with scholarship focused on Classical Greece. For example, Jennifer Larson (2016),
Angelos Chaniotis (2012), and Noel Robertson (2013) argue that since the 5th century BCE,
a process of moralization is very palpable in Greek worship. Chaniotis also notes that the
traces of the expectation that moral conduct during an individual’s lifetime affects their
afterlife can be found already in the late 6th century BCE in the Orphic movement (Chaniotis,
2012, p. 128). Both Larson and Chaniotis point out that moralization, and orientation towards
the purity of mind were also part of changes in the initiation to the mysteries (e.g.,
Eleusininan, those of Samothrace gods) in the late 5th century BCE (Chaniotis, 2012, p. 133;
Larson, 2016, p. 276, cf. Petrovic & Petrovic, 2016, p. 25, who places this emphasis on purity
of mind earlier to the time of Hesiod). Larson further adds that the role of a Greek god as a
“moral guarantor” is, for example, recognizable in Zeus’ epithets such as Hikesios (protecting
the supplicant), Xenios (patron of hospitality), or Horkios (watcher over oaths) (Larson, 2016,
p. 131).
In this study, we explore the topic of the emergence of moralizing motives in the
religions of the ancient Greece by a quantitative analysis of Greek epigraphy. Because of the
availability of hundreds of thousands of Greek inscriptions in machine readable form, we
were able to test some of the mutually opposing arguments revolving around the role of
morality in the Greek religious system sketched above by measuring and identifying
developments and changes over time in words semantically associated to moralizing motives.

The GIST dataset
Our analyses in this study are based on the GIST dataset (Kaše & Heřmánková,
2021). The GIST acronym stands for Greek Inscriptions in Space & Time. It consists of
217,863 entries for individual inscriptions, enriched by 29 metadata attributes. In other
words, it can be represented as a table with 217,863 rows and 29 columns, with each row
representing an inscription and each column an attribute. All our computational analyses
introduced below were implemented in Python 3 programming language (Rossum & Drake,
2010) and are publicly available for reuse by other scholars via GitHub
(https://github.com/kasev/EpiMR).
The GIST dataset is primarily based on an online collection of ancient Greek
inscriptions published by the Packard Humanities Institute (PHI) and available via the Ithaca
project as I.PHI (Sommerschield et al., 2021). The individual attributes contain information
such as the digitized transcription of the text of the inscription, the estimated date of its
production, its local provenance etc.
The main advantage of the GIST dataset over other available digitized collections of
ancient Greek inscriptions (e.g. PHI) lies in the fact that for a substantial portion of the
dataset the spatial and temporal metadata are available and expressed in a machine readable
form. In the case of the temporal information, the estimated date of production is expressed
by means of two numerical attributes, not_before and not_after, which can be interpreted as
limit points of an interval between them. Thus, the date of origin of an inscription which has
been previously dated to the 5th c. BCE (e.g. PH174) is numerically expressed by means of
an interval with limit points -500 and -401. This date form allows us to apply various
approaches to analyze temporal trends in the data, including the simulation methods
introduced below in this chapter. The spatial information is expressed by means of
geographical coordinates of latitude and longitude. This allows us to analyze the spatial
distribution of the data or to compare differences in geographically defined subsets of the
data.
The spatio-temporal attributes are available only for a subset of inscriptions from the
whole dataset. From the total number of 217,863 inscriptions, the geocoordinates are
available for 180,061 entries. Similarly, the numerically expressed date is available for
131,677 inscriptions. When combined, both the spatial and temporal metadata in a
machine-readable form are available for 106,898 inscriptions, e.g. for slightly less than 50%
of the complete dataset. At the time of writing, the GIST dataset is available in version 0.2. It
is expected that its future versions will have geotemporal metadata for more inscriptions.

The proxy data and the economic history of the Ancient
Mediterranean
In addition to the epigraphic data, our analyses are further based on several proxy data
attempting to capture the economic and demographic development of the Greco-Roman
world. In this respect, the most important is the Development Index of the Greek world
developed by Josiah Ober in his book The Rise and Fall of Classical Greece (Ober, 2015).
The Development Index is based on the population estimates data combined with

per-capita-consumption estimates data during the period from 1,300 BCE to 1,900 CE for the
area controlled by modern Greece. Ober uses the index to capture the period of ancient Greek
efflorescence, which is assumed to culminate by the end of the 4th century BCE.
Efflorescence is defined as an period of “increased economic growth accompanied by a sharp
uptick in cultural achievement” and characterized by “more people (demographic growth)
living at higher levels of welfare (per capita growth) and by cultural production at a higher
level” (Ober, 2015, p. 30).
We also differentiate between inscriptions located within and outside of the
boundaries of modern Greece. It follows our aim to compare the temporal distribution of
inscriptions with the Development Index proposed by Ober, which also focuses on economic
development in the regions under the direct control of modern Greece. For analytical reasons,
working with a stable area is reasonable, as it allows us to make robust transhistorical
comparisons. We have to be aware of the fact that especially during the Hellenistic and
Roman period, the Hellenic culture was thriving also in areas which had never been under the
control of Greece or Greek city states and rather tend to reflect the economic history of the
Roman Empire.

Modeling temporal uncertainty
As many other historical sources, the inscriptions in the GIST dataset suffer by one
limitation: uncertainty of modern researchers concerning their original date of production. In
case of a vast majority of inscriptions we might assume that their production was finished the
same year it started. Thus, in principle, they should be dated into a singular year. However, in
reality, it is the case only for a subset of inscriptions. For the rest, the dating is much broader,
simply because modern epigraphers do not know. In many cases, after a detailed analysis of
the artifact and its textual content, experts are not able to say more than that an inscription
under scrutiny comes from a certain period (e.g. 5th BCE). In the GIST dataset, these periods
are translated into numerical intervals defined by means of not_before and not_after variables
as their limit points.
The question is how to use these, often very broad, dating intervals when analyzing
temporal trends in the data. In this study, we adopt the Monte Carlo simulation (MCS)
approach to temporal uncertainty developed by Enrico Crema (2012) and implemented in
Python 3 programming language by Kaše (2021). MSC methods are used to generate random
numbers according to certain rules. Our adoption of this approach is associated with three
interrelated assumptions:
- the inscriptions were usually produced within a singular year;
- the year of production of these inscriptions lies within their dating interval (i.e. we do
not problematize the previous expert decisions concerning the dating);
- the probability of production remains equal over the whole dating interval (i.e. that it
is equally probable that an inscription dated to the 5th c. BCE was produced in 496
BCE, 453 BCE, or 413 BCE.
These are assumptions on which we rely when we adopt the Monte Carlo simulation
approach. For each inscription, the MCS algorithm we employ generates 100 of random

numbers within its dating interval. Each of these numbers can be interpreted as a possible
date of production of given inscription. Since we assume that any date within the dating
interval is equally probable, the random number generation is configured to follow the
so-called uniform distribution. These random numbers are subsequently combined into
different dating variants of the whole dataset. Thus, in one dating variant of the dataset, an
inscription originally dated to the 5th c. BCE (e.g. PH174) is assigned to the year 437 BCE,
while in another variant it is assigned to the year 485 BCE. Having these dating variants, we
can subsequently inspect what temporal patterns remain stable across all variants of the
dataset. Obviously, the size of the dataset matters.

Geotemporal distribution of the GIST dataset
Figure 1 depicts the spatial distribution of the GIST dataset over two periods: On the
upper subplot we see the spatial distribution of inscriptions dated before the year 146 BCE
(according to one MCS variant). It is the year of the Battle of Corinth, marking a beginning
of Roman domination in Greek history. From that time on, we can expect the production of
Greek inscriptions in the broader Mediterranean region to be significantly influenced by the
political and economic activities of the Romans. We can observe that even before 146 BCE a
significant portion of Greek inscriptions comes from regions outside of Greece: The most
important hotspots seem to be Sicily, Thracia, Cyprus, the West coast of Asia Minor and also
the neighborhood of Alexandria. However, in the later period, the inscriptions appear to be
more equally dispersed over the map. For instance, there is a remarkable number of
inscriptions in the coastal areas of the Roman provinces of Iudaea and Syria. Thus, the
inscriptions also represent a valuable resource for the study of the extent and dynamics of the
process of Hellenization, especially in the region of the Eastern Mediterranean.

Figure 1: Spatial distribution of the GIST dataset, contrasting inscriptions from before 146
BCE (A) and from 146 BCE on.
On Figure 2, we compare the temporal distribution of inscriptions from inside and
outside of Greece with the Development Index introduced by Ober. Upon a visual inspection,
we see that there is much higher degree of similarity between DI and the temporal
distribution of inscriptions from Greece than between DI and the temporal distribution of
inscriptions outside of Greece. This is not surprising, since the peak in the epigraphic
production in the areas outside of Greece mirrors the economic development of the Roman

Empire.

Figure 2: Temporal distribution of GIST dataset compared with the Development Index
The lines representing the epigraphic data are based on the MSC approach to temporal
uncertainty described above. The numbers of inscriptions projected on the right y axis are
counts of inscriptions per 100-years-long timeblocks centered around the turns of centuries.
Thus, the value reported for the year 200 BCE is the number of inscriptions dated to the
period between 250 BCE and 150 BCE. We use these timeblocks to align the epigraphic data
with the Development index, which is also reported for the century turns (i.e. 800 BCE, 700
BCE etc.). We also see on Figure 2 that the width of the lines for epigraphic distribution
changes over time. For instance, in the year 500 BCE, the red line is thicker than in the year
300 BCE. It is because the line actually depicts the data from the 100 Monte Carlo
simulations. The number of inscriptions assigned to individual timeblocks differs from one
simulation to another. Thus, in one simulation variant, there is 3,387 inscriptions from Greece
from the timeblock from 550 to 450 BCE, while in another variant there are 3,454
inscriptions dated to the same timeblock. It is because some inscriptions are dated by means
of an interval intersecting with more than one timeblock. For instance, an inscription dated to
the 5th BCE is either included in the subset of inscriptions from 550 to 450 BCE or in the
subset from 450 to 350 BCE, depending on simulation variant. The line captures the values
from all 100 simulations. Thicker line means that the difference between the lowest and the
highest number of inscriptions assigned to the given timeblock is smaller across the
simulations. Thus, in the particular case, we see that temporal uncertainty does not
substantially affect temporal trends within the data. As the increases and decreases remain
stable regardless of the simulation variant. Below we will have to deal with data being much
more affected by the impact of temporal uncertainty than here.

Computational text analysis
For the purposes of this chapter, we primarily focus on the textual content of the
inscriptions, as our aim is to capture moralizing features of the inscriptions and their
association with religious concepts and to quantitatively analyze trends in the strength of this
association.
To use the text of the inscriptions for this type of analysis requires that the textual data
are preprocessed in certain ways. Perhaps the most important and at the same time most
difficult preprocessing step is the so-called lemmatization. Lemmatization is a procedure of
transforming words as they appear in a text (token) into the form in which they appear in a
dictionary (type). Thus, for instance, the lemma of the token θεού is θεός. However, since
ancient Greek is a morphologically complex language with several distinct dialects,
determining the lemma of a word is not always straightforward and often depends on the
context in which the word appears within a sentence. Thus, the current state-of-the-art
lemmatizers do not lemmatize words in isolation, but also take into consideration the words
preceding them and following them within a text. For instance, the lemma of a token
preceded by του will probably be a noun.
There are several ready-to-use automatic lemmatizers for ancient Greek. However,
they were usually developed to work with literary text. It makes them unsuitable for
epigraphic data, because the text of inscriptions often lacks standard sentence divisions and is
characterized by many different local alphabets, a large dialectal variation, and a lack of
standardized spelling. The only exception is AGILe, a lemmatizer for ancient Greek
inscriptions recently developed at the University of Groningen (de Graaf et al., 2022). In
GIST v0.2, this tool was employed to lemmatize all inscriptions it contains. While AGILe
performs on the inscriptions significantly better than any alternative lemmatizer, we have to
be aware that it is still far from being perfect: The developers report 85.1 % lemmatization
accuracy on a manually annotated test set of inscriptions (de Graaf et al., 2022, p. 39). We
believe that this accuracy rate is sufficient to capture the main semantic patterns within the
data.
Any quantitative analysis of texts has to begin with word counts and frequencies and
their temporal distribution. On Figure 3 we see the temporal distribution of frequencies of
eight key terms (lemmata) from the domains of religion and morality. Here and below, the
domains of religion and morality are each represented by four terms. For religious domain,
we focus on the words θεός (N=13,934), Ζεύς (N=4,079), εὐσεβής (N=2,362), and ἱερός
(N=8,985). For moral domain, we analyze the usage of ἀγαθός (N=6,691), ἀρετή (N=2,404),
δίκαιος (N=1,987), and τιμή (N,4484). All these terms have been deliberately chosen on the
basis of manual coding of the 100 most numerous words within the dataset.
As we can see on Figure 3, their frequency changes over time. As above, the temporal
distribution is analyzed while employing the MCS approach to temporal uncertainty. As in
the case of counts of inscriptions on Figure 1, here we again look at the data divided into
100-year-long timeblocks. The value projected on the y axis is the frequency of the term
under scrutiny, i.e. the total count of the word divided by the total number of words on all
inscriptions from that timeblock. Since we wanted obtain a more nuanced picture of the
temporal trend, we made the measurement for each decade: Thus, for instance, we first

measured the frequency of the term θεός on all inscriptions from the period from 850 BCE to
750 BCE and then repeated the measurement for the period from 840 BCE to 740 BCE etc.
The resulting frequencies are subsequently reported as values for the year 800 BCE and 790
BCE respectively. Following the MCS approach, we repeated this measurement 100-times,
since each time the inscriptions included in individual timeblock (and hence also the
frequencies) can differ. In fact, Figure 3 reveals that the impact of temporal uncertainty on
word frequencies is non neglectable, especially during the phase before 500 BCE, where the
total numbers of inscriptions are low and the extent of temporal uncertainty relatively high.
For instance, in the case of δίκαιος, during the 6th c. BCE, the vertical spread of the gray and
black color indicates that the frequency values oscillate between 0 and approx. 0.002. It is
because the frequency of the term during this period is caused by one or only a few
inscriptions which can be dated either to this period or later. On this plot, the black color
represents values within the 95 % confidence interval, while the gray color is used for values
outside of this interval. We can also see that εὐσεβής or τιμή are completely missing on the
inscriptions from the earliest period, regardless of the simulation variant. This obviously
implies some limitations for our analyses we have to be aware of.

Figure 3. Frequencies of eight key terms over time.
Our next task is to analyze how the domains of religion and morality as captured by
our eight terms are associated on the inscriptions and how this association changes over time.
One option for proceeding further is to measure the so-called mutual information (MI)
between the terms. In its basic form, MI is calculated as the probability of co-appearance of
two terms within a prespecified language context divided by the probability of the two terms

appearing independently (Church & Hanks, 1990; Levy et al., 2015). Formally, it has the
following form:
𝑀𝐼(𝑥, 𝑦) = 𝑙𝑜𝑔2

𝑃(𝑥,𝑦
𝑃(𝑥)𝑃(𝑦)

where x and y represent two words, P(x,y) their probability of appearing together within a
predefined context within a corpus, and P(x) and P(y) their probabilities of appearing
independently, i.e. their respective term frequencies within the corpus. The ratio is
subsequently normalized by the logarithm with base 2 We weight the MI between any two
terms by dividing it by the average MI of the 1 % of terms associated with the first term with
the highest MI score. This measure we report below as MIw. It allows us to do various
comparisons between scores from different periods etc. The MI or MIw associating any two
words can be measured on different levels of contexts, e.g. on the level of sentences or even
paragraphs. In our analyses, we define context by means of word ngrams. Each inscription is
represented as a sum of all continuous word bigrams, trigrams and fivegrams constituting it.
The same contexts are used for training the distributional semantic models introduced below.

Figure 4: Weighted mutual information (MIw) between 16 pairs of words over time.
Figure 4 depicts the values of weighted Mutual information (MIw) for all possible
pairs of words combining the domains of religion and morality. In total, there are 16 pairs of
words grouped on the figure by the religious term. The figure is based on the same
100-years-long timeblocks as used on Figure 3. However, this time the plot is based on one
simulation variant only (for computational reasons). We see that before 500 BCE, the plot is
almost empty. It is caused by the fact that on the inscriptions from this early period the words

from the two domains do not appear together in the same contexts (i.e. in the same word
ngrams). This is an important observation, especially when we know from Figure 3 that most
of these words in fact appear on inscriptions from this early phase too. It means that in this
phase there is literary no association between the two groups of words. Further, at least in
some cases, it even appears that the values are highest shortly after the association emerges in
the data. For instance, the association between θεός and ἀγαθός peaks in the 4th c. BCE. As
we know from the Development Index plotted on Figure 2, it is the period of the highest
performance of the Greek economy. In any case, regardless of the details, starting in the
second half of the 5th c. BCE, we observe a significant shift in the association between
religion and morality. But before we formulate any strong conclusions, we have to dig deeper
into the data by employing some more advanced methods.

Distributional semantics
In what follows, we will dive into the language data of the inscriptions by employing the
methods of Distributional Semantic Modeling (DSM). DSM stands for a broad palette of
algorithms drawing on the shared assumption that meaning of a word can be approximated by
quantifying the linguistic context in which it appears (Harris, 1954; Sahlgren, 2008.). Within
this approach, semantic relatedness between any two words (i.e. the association of their
meaning) is understood as being somewhere on the scale from 0 to 1, with values closer to 0
characterizing pairs of completely unrelated words and with values close to 1 typical for
synonyms. This semantic relatedness is calculated by comparing multidimensional vector
representations of individual words (hence DSM is sometimes called vector semantics, see
Jurafsky & Martin, 2017). But how do we obtain these multidimensional vectors?
In this paper, we obtain the vectors by means of word2vec algorithm (Mikolov, Chen,
et al., 2013; Mikolov, Yih, et al., 2013). In word2vec, the word vectors are obtained by means
of training a neural-network-based machine learning model to predict a word on the basis of
words surrounding it within a predefined language context. It has been documented that when
trained properly drawing on a sufficient amount of language data (usually billions of words),
the vector representations of words produced by these models are capable of identifying
synonyms. Word2vec is only one among many different algorithms used to obtain the word
vectors having these properties (for an overview, see Lenci, 2018). Even for this study, we
experimented with more than one architecture. However, for the sake of clarity, below we
report only results of this one architecture and with one stable parameter setting (for more
details, check the online code repository accompanying this study).
Using word2vec, we have generated several different word2vec models, each of them
based on a different subset of inscriptions, but sharing the same general parameters. First, all
models we work with are limited to the 1,000 most frequent lemmata within the whole
corpus, which allows us to compare between them. Second, all vectors have 150 dimensions.
In other words, each word is represented by an ordered list of 150 numbers (we are used to
Euclidean space with three-dimensional vectors, x, y, z, but linear algebra allows us to work
with vectors with significantly more dimensions).

The first model we report here is a full model trained on the dataset as a whole. The
full model served us to explore the overall performance of the algorithm and to tune the
parameters. Since this model is based on the biggest amount of data, we can expect to
produce the most reliable semantic outcomes. On Table 1 we can explore the nearest
neighbors of the word θεός and Ζεύς. The term nearest neighbors is here used in a technical
sense to designate the subset of words with the highest vector similarity to the vector of the
target word. The similarity is measured by means of cosine similarity. As has been explained
above, a high similarity score should mean a high extent of semantic relatedness. It is
important to emphasize that this semantic relatedness tends to differ significantly from
co-occurrence patterns measured by means of MI and other similar methods. It is because
two words appearing in similar language contexts do not necessarily appear together within
these contexts. Thus, synonyms, usually having the highest vector similarity scores, only
rarely appear in the same sentences; but their vectors are similar, because the contexts in
which they appear are similar. Since our models are trained on a rather small amount of
language data, we cannot expect that the results will be perfect. Further, because of the
limitations associated with lemmatization, we should not be surprised to occasionally spot
unlemmatized or even non-existent words. Despite of these limitations, we still believe that
our results are sufficient for our task at hand and allow us to formulate convincing
conclusions.
θεός NN

θεός similarity

Ζεύς NN

Ζεύς similarity

βασιλεύς

0.42 Ἀθήνη

0.48

θεά

0.42 Ἀσκληπιός

ἱερός

0.41 θεός

0.38

πᾶς

0.41 χαριστήριος

0.36

πόλις

0.38 Πολιάς

0.36

Ζεύς

0.38 Ἄρτεμις

0.34

εὐσεβής

0.38 ἱερεύς

0.34

θεῖος

0.36 Ἀπόλλων

0.34

πατήρ

0.36 ἱέρεια

0.34

ἔχω

0.35 ὄϊς

0.33

0.4

Table 1. Nearest neighbors of the terms θεός and Ζεύς in the word2vec model trained on the
full dataset.
In the full model, we see that the nearest neighbors of the term θεός are βασιλεύς or
θεά. Below on the list we further encounter other important words from the religious domain
such as ἱερός, Ζεύς, εὐσεβής or θεῖος. In the case of Ζεύς, we again see several words from
the religious domain, but also a set of deity names, Ἀθήνη, Ἄρτεμις or Ἀπόλλων, probably
appearing in similar contexts of epigraphic devotional formulas. Overall, these connections
are expectable and should not surprise us. Taken together, they sufficiently document the
capacity of the model to capture certain types of semantic relatedness.

Moving on, our next task is to use this approach to analyze semantic association
between the domains of religion and morality as reflected in our eight key terms introduced
above and, most importantly, to decide whether and how this association changes over time.
In an ideal setting, we would generate and analyze vectors for each of the 100-years-long
timeblocks we used above on Figure 3-4. However, considering the limited amount of data
available especially for the earliest period, this solution is not feasible. Instead of this, we
construct only two models: (A) a model trained on a subset of 23,377 inscriptions dated to the
period from 450 BCE to 150 BCE and (B) a model trained on a subset of 20,245 inscriptions
dated to the period from 150 BCE to 250 CE. The rationale for this division is as follows: In
both cases, the subsets are of comparable size and include only inscriptions from within the
borders of modern Greece, depicted on Figure 1 and 2 in red color. This allows us to relate
these data directly to the Developmental Index. As we could see, the Development Index has
the highest scores around the years 400, 300 and 200 BCE. These dates are used to roughly
delineate the first subset of inscriptions. It is noticeable that it goes well beyond the standard
textbook boundaries of the Classical period. The time boundaries of the second subset
roughly correspond with the Roman control over Greek territory before the onset of Christian
presence in the epigraphic record.
Figure 5 employs the standard method of plotting word-embedding data into a
two-dimensional space. Each word is represented by one point. The proximity between these
points is based on the similarity of their vectors. However, obviously, the two-dimensional
space is not capable to fully and accurately capture all pair-to-pair similarities between all
words within the model, it is only an approximation. Therefore, this kind of plot always has
to be interpreted carefully, serving more as a visual aid navigating future analysis than as a
result per se.

Figure 5. Word-embeddings plots for the two models.

On subplots 5-A and 5-C we see the eight key terms from the domains of morality and
religion dispersed in the two-dimensional space together with the remaining 992 words,
(depicted here as blue dots) from the two respective models. On subplots 5-B and 5-D, we
zoom on the neighborhood of the term θεός. On the subplot 5-D we see that the term θεός is
relatively proximate to the term Ζεύς and we can again recognize that Ζεύς is clustered
together with the names of other deities, as in the full model. On subplots 5-A and 5-B,
representing the earlier period, we observe that θεός is very closely related to ἱερός. But what
about the association between the terms from the two domains? For both periods, we see
there a rather close proximity between εὐσεβής and ἀρετή. On subplot 5-A and 5-B we can
further detect some extent of relatedness between θεός and ἀγαθός, but without a numerical

analysis we are actually not able to say how strong the association is. To fulfill this task, we
finally introduce Figure 6.
Figure 6 expresses the semantic association between the two group of words across
the two periods by means of two two-mode networks. The edge width represents the extent of
similarity between the vector representations of the two connected words. This figure makes
obvious that the association between the two domains as represented by our eight key words
is substantially stronger during the earlier period. These findings have to be viewed together
with our previous analyses based on word frequencies and mutual information and represent
the most important result of our analyses.

Figure 6: Two-mode network connecting the words from the domains of religion and morality.
Strength of the lines captures the extent of similarity of their respective vectors.

Discussion
Our research has several implications for the related academic debates. To this date,
this study is one of the first quantitative analyses of the whole body of available ancient
Greek inscriptions and it demonstrates that the potential of both exploring existing
assumptions and asking completely new questions about the Greek culture in these data is
enormous. To further stimulate this potential, the GIST dataset is published and openly
accessible for replicability and further reusability (Kaše & Heřmánková, 2021). While our
approach is highly innovative in case of Greek epigraphy, we have already successfully tested
the validity of temporal modeling of epigraphic data in a study focusing on the temporal
changes in popularity of selected Roman cults in Latin inscriptions (Glomb et al., 2022). We
also possess some experience with distributional semantic modeling of ancient Greek literary
texts (Linka & Kaše, 2021).
With respect to the debate on the societal conditions related to the emergence of
moralizing religions, the results support our previously published argument, that, in the
context of the ancient Mediterranean, it is not appropriate to construct affluence and
prosperity as continuously increasing qualities from antiquity towards modern times (Kaše &
Glomb, 2022), as is sometimes argued in the debate (Turchin et al., 2022). Particularly, the
correlation between the Development index and GIST within Greece in contrast with the

peak in the epigraphic trend in GIST outside Greece in the 2nd century CE corresponding to
the increase of the dominance of the Roman Empire reveals that these qualities are not only
fluctuating in time but also spatially within a macro-region.
Our study also aims to bring attention to the scale of the data at the background of the
arguments in the debate on the validity of the AH, particularly, the argument of Mullins et al.
against any substantial change with respect to moralizing trends in Classical Greece. In this
context, Seshat database that was utilized by these scholars approximates the trends in
prosociality and prosperity in Greece based on coded information for a single region - Crete
(see Mullins et al., 2018 and cf. with Seshat Equinox-2020 data, release described in Turchin
et al., 2020). While Mullins and his colleagues are not bringing attention to this step in
generalization, it is important to address this degree of scaling as the results presented here
and the GIST dataset are geographically representative of the whole region of continental and
insular Greece.
In fact, our findings fit well into a scenario according to which the same increase in
living standards which allowed a bigger bigger segment of the population to take part in the
epigraphic production also caused a change in the moralizing discourse associated with
religion, which had been also embedded into the text of the inscriptions.
We are confident that it is possible to also narrow down the spatial-temporal scope for
specific comparative case studies in the future. For example, the methodological approaches
presented here can be employed to the case of classical Athens, i.e., a polis for which, beside
the epigraphic data, other proxies for economic and political developments are available (e.g.,
the Beazley Archive Pottery Database BAPD, or data on Athenian naval power in
O’Halloran, 2018).
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